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The case for HPC in 
manufacturing

Manufacturers face a tough challenge: They must ensure that their product development 
and supply chain teams are well-positioned to leverage new opportunities while remaining 
profitable in a highly competitive marketplace. 

Ongoing technological advances, digital transformation, and the convergence of information 
technology (IT) with operational technology (OT) have empowered manufacturers to 
automate processes, predict maintenance, and enhance productivity. Technology is having a 
profound impact from the edge to the data center to the cloud.

This evolutionary trajectory is set to continue at speed, with new use cases and possibilities 
always emerging. Many of the biggest opportunities rely on handling huge volumes of 
data at once, and this is where high-performance computing (HPC) plays a critical 
role. For example, in computer-aided engineering (CAE), manufacturers can reduce their time 
to market by running more simulation models per day with HPC. At the same time, they can 
increase the complexity and volume of the data they use, helping make the models more 
detailed and enhancing the quality of the resulting products. Manufacturers can boost their 
CAE workloads even more by combining HPC with artificial intelligence (AI). 
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In pursuit of energy-efficient steel1

ArcelorMittal, the world’s largest steel producer and operator 
of large North American steel mills, seeks to make the steel 
production process more efficient. Using computational 
modeling from Purdue University Northwest’s (PNW) Center 
for Innovation through Visualization and Simulation (CIVS), 
the project will study different factors influencing operation 
performance and output quality.

The research project’s computational fluid dynamics (CFD) 
workloads run on HPE Cray Supercomputers. These are 
critical to achieving the project’s goals, including doubling 
combustion efficiency, reducing energy consumption costs 
by about 20%, and avoiding more than 300,000 metric tons 
of greenhouse gas emissions. 

The case for HPC in manufacturing

We’re able to turn around the calculations incredibly quickly, as much as 
100 times faster than previous compute set-ups. Plus, we’re able to run 
different models in parallel. We can run hundreds of models a week here.”
– John J Low, Computational Scientist, Argonne National Laboratory

1  hpe.com/psnow/doc/a50007074enw?from=app&section=search&isFutureVersion=true
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Common 
considerations

While employing HPC capabilities offers enormous 
opportunities, each manufacturing organization must 
consider how best to implement it to realize its full 
potential within its IT environment. For example, CAE 
alone encompasses a range of disciplines, including CFD, 
computational structural mechanics (CSM) for both implicit 
and explicit finite element analysis, and computational 
electromagnetics (CEM). Each of these disciplines has its 
own highly demanding compute requirements, and failure 
to meet them can significantly hinder results.

For example, when designing a car, measurements and 
observations must be taken across a broad range of 
variables, such as external and internal aerodynamics, 
material properties, acoustics, and crash testing, to 
ensure a safe design. Every time input data goes into 
one of these models, more data is created. The speed 
at which engineers can analyze and act upon that data 
impacts the speed at which a design can become a 
saleable product. Innovations and variations must be 
explored, and design decisions made as fast as possible, 
but they must also be the right decisions.
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It’s essential to balance this combined need for speed, 
complexity, and high quality when choosing IT resources 
to support CAE and other manufacturing disciplines. 
Manufacturers must be clear on the nature of their data 
and the demands it will place on their HPC and wider IT 
environments, now and in the future. Some of the key things 
to consider are outlined here.

The speed and accuracy at which 
engineers can analyze and act upon data 
impacts how quickly a product can be 
brought to market.

Common considerations
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Optimizing ROI and TCO

Securing a deluge of data

Overcoming the lack of specialist 
IT resources

Moving beyond workstations

For many CAE teams, dedicated HPC is still new territory. 
Specialist teams with limited budgets often run their 
modeling and simulation workloads on workstations at their 
desks. This approach can be cost-effective, but performance 
can become an issue as data volumes and model 
complexity continue to increase. Time to results slows down, 
reducing the ability to improve and influence design. 

However, moving to a more powerful HPC-based 
environment can be daunting, bringing with it the need to 
invest in new hardware, software, and ongoing maintenance. 
It can disrupt familiar ways of working for teams who run their 
workloads on a machine they can see on their desk and are 
wary of moving it all to a more distant cluster or the cloud. 

These need not be insurmountable obstacles. Organizations 
now have the choice of using a cloud-based or on-premises 
HPC platform (or a mix of both) to help them get up and 
running quickly, smoothly, and within budget. Starting with 
a small cluster to run trial projects on a short timescale can 
help familiarize users with the setup. Then scaling out over 
time offers an achievable and affordable path to on-premises 
HPC. Meanwhile, HPC-as-a-service (HPCaaS) models 
let you choose when, how much, and how often you use 
cloud-based HPC resources and only pay for what you use.

Common considerations
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Moving beyond workstations

Optimizing ROI and TCO

In a highly competitive industry like manufacturing, any 
decisions that impact the bottom line must be carefully 
considered. This means understanding the cost and return 
on investment (ROI) implications of any HPC investments 
to support your CAE engineers.

For instance, many commercial CAE applications operate 
on a per-core licensing model: the more cores you use, 
the more you pay for the software. This makes per-core 
performance critically important, as the more you can do 
with fewer cores, the more cost-efficient your platform will 
be. So, make sure that whatever HPC platform you choose 
offers this strong performance, and good power efficiency 
should be a priority. 

Common considerations

1

2

3

4

5

Securing a deluge of data

Overcoming the lack of specialist 
IT resources

Optimizing ROI and TCO



Securing a deluge of data

Another essential consideration when using increasingly 
vast and diverse intellectual property (IP) data is 
security. As data sets are increasingly large and may be 
geographically dispersed, with CAE teams potentially 
spread across multiple sites or working from home, this 
challenge becomes proportionately more complex. 

However, technologies and techniques are available today 
that make securing your data possible. It begins with secure 
enclave technology at the processor level, which isolates 
code and data when running on a server or HPC cluster, 
protecting it from attack or unauthorized access. For 
example, additional layers of security can be built up from 
there, adding a silicon root of trust that creates a digital 
fingerprint in the silicon to ensure a server never boots with 
compromised firmware. 

Organizations can use secure collaboration techniques, 
such as federated learning, to expand the pool of data 
their CAE models can learn from and enable collaboration 
with partners in the value chain. In this case, multiple teams 
build their models in siloes, using their own data, before 
sharing the models through a federated server, running 
them again, sharing the updated models, and so on. 

Common considerations

more...
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This helps build stronger AI models, using data from 
multiple locations while keeping the data safe in its own 
silo. It also allows increased numbers of users to run their 
calculations and simulations at once.

Common considerations

Accelerated design of gas turbine cooling systems2 
Raytheon Technologies and Argonne National 
Laboratory seek a breakthrough in balancing jet 
engine efficiency and durability. Engineers use complex 
computer simulations known as CFD to optimize their 
engine-cooling designs. Argonne’s HPC is built on 
HPE Cray Supercomputers.

These systems enable technology advancements that would otherwise be 
years or decades away.”
– Pete Bradley, Raytheon Technologies Senior Fellow

With HPC powered by HPE technology, 
the research team hopes to increase 
engine efficiency, reduce carbon 
emissions, create more durable engines, 
and lower operating costs.

2  hpe.com/psnow/doc/a50007069enw?from=app&section=search&isFutureVersion=true
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Overcoming the lack of specialist IT resources

Common considerations

Application suppliers provide frameworks 
that support job flow from pre-processing 
through post-processing.

Introducing HPC can be challenging for CAE teams with 
little or no IT expertise available to support them. Skills 
are needed in the application and hardware elements 
of running an HPC environment, including how to tune 
the hardware using BIOS, threads, core, and memory. 
Finetuning all these to scale the best performance from the 
hardware is an art that comes with experience. 

Starting small and scaling up over time as the team’s 
confidence and skill with the platform increase can be 
a good approach here. Tapping into HPC for simulation 
changes the job submittal process. The user may move 
from an interactive mode for running simulations on 
the workstation to submitting to the cluster via a batch 
scheduler. 

more...
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Common considerations

This can be a simple change, as software developers 
have enhanced user interfaces to simplify running HPC 
jobs. Middleware suppliers offer user-friendly job portals 
with support for multiple applications. Application 
suppliers provide frameworks that support job flow from 
pre-processing through post-processing. Workshops and 
seminars provide an opportunity for hands-on training, as 
do industry and vendor conferences. Online resources also 
provide information and training for new users.

New users of HPC can benefit from on-site training and 
support. HPE and its partners offer starter services, 
including training. 

In addition, use HPCaaS models in your data center, 
via colocation, or at the edge, where the resources 
can be made available to end users with minimal need 
for specialists to manage or administer them. When 
on-premises clusters are needed, build on existing, familiar 
hardware to minimize disruption, and choose a platform 
that’s easily scalable over time so you can grow your cluster 
as you need to.
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Digital twin

Embracing exascale

Looking to the 
future

While HPC has been a valuable tool in a wide range 
of manufacturing disciplines for several years, new 
capabilities and use cases are emerging or evolving 
making its potential even greater moving forward.
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Digital twin

A key goal of CAE and associated disciplines is simulating 
how a product will behave in a physical environment and 
how that behavior may change based on many variables. 
Traditionally, this meant building multiple physical 
prototypes and putting them through a barrage of tests—a 
time and resource-consuming, expensive, and heavily 
manual undertaking. 

The digital twin has helped revolutionize this process. By 
creating a digital version of a physical product and testing it 
against the variables through mod/sim models, manufacturers 
can reduce costs, improve product quality, and even provide a 
path toward predictive maintenance in the future.

HPC can help evolve how a product’s digital twin can add 
value throughout the product lifecycle. Digital prototypes 
can be created and tested whenever new data is available. 
For example, rather than simply testing prototypes during 
the initial design phase, engineers can use service or 
warranty defect data from the field to explore and validate 
enhancements and updates for existing products. They 
may also pull more granular sensor or telemetry data from 
sources such as the Internet of Things (IoT) devices on 

more...
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the factory floor to help create more detailed and accurate 
simulations even during production. These simulations can 
determine whether any adjustments need to be made to 
the current designs while there’s still time to make them.

Real-time sensor data can also help engineers use the 
digital twin to predict product anomalies or failures more 
accurately. This can help ensure production equipment 
continues operating optimally, minimizing unplanned 
downtime and reducing maintenance costs.

The potential value a digital twin model can add is huge, 
but so are the volume and complexity of data needed to 
make it work. This makes it such a good fit for HPC, which 
is designed to deliver results quickly despite complex 
simulations and high data volumes.

Embracing exascale
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Embracing exascale

HPC opens another great area of opportunity for larger 
manufacturers: exascale computing. This is the next 
evolution in supercomputing capabilities, allowing up to a 
quintillion (1018) operations per second. The first validated 
exascale-class system, built by HPE, is the Frontier 
supercomputer at Oak Ridge National Laboratory. 

While most organizations won’t need an exascale system, its 
advent will allow engineers and designers to push beyond 
current limitations, building simulations that are even more 
realistic, detailed, and timely. For example, it will expand the 
areas of the flight envelope that can be modeled in CFD 
when designing aircraft, accelerating design processes, and 
increasing competitiveness. In addition, simulations around 
noise require much larger meshes than those currently 
used for simulations, meaning they can take a long time to 
generate results. Exascale will allow engineers to run these 
simulations much more efficiently.

Looking to the future

Digital twin
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Exascale computing is defined as a 
quintillion calculations per second, or 
a billion.



Leverage hybrid cloud / HPCaaS

Build or expand your existing cluster 
on-premises

How to expand your 
HPC capabilities today

Manufacturing organizations wishing to expand the 
capacity, performance, and availability of their HPC 
resources have the choice of building or growing their 
HPC systems on-premises or using the cloud. 

In many instances, combining both approaches can offer 
significant benefits, allowing you to tailor the resources 
you use depending on the performance, latency, security, 
availability, and other demands of each workload, as well 
as any regulatory requirements you face.
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Build or expand your existing cluster on-premises

On-premises HPC clusters remain a compelling option 
for many organizations, thanks to their security and 
low-latency benefits. It makes sense to invest in a dedicated 
HPC platform rather than implementing appliances 
for each workload. A centralized HPC platform built on 
industry-leading technologies provides the flexibility to 
support multiple workload types on one system and the 
ability to scale smoothly over time—whether you’re making 
a move from workstation to initial cluster, or ramping up to 
exascale.

How to expand your HPC capabilities today

Leverage hybrid cloud / HPCaaS
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Leverage hybrid cloud / HPCaaS

Organizations wishing to take advantage of the flexibility 
and cost benefits of a cloud-based approach while keeping 
valuable product development IP on-premises may 
consider adopting an as-a-service model. This offers the 
flexibility to meet capacity management needs on-demand 
while helping reduce risks around the purchase and 
operation of the IT environment.

With HPE GreenLake for HPC, organizations can easily 
scale the environment and empower users with self-service. 
The HPE GreenLake edge-to-cloud platform can deliver 
superior flexibility, scalability, and control of HPC solutions 
with an on-premises cloud service consumption model. 

For your HPC needs, the HPE GreenLake platform offers 
workload-optimized systems so you can order, receive, 
and implement resources quickly and grow capacity 
ahead of demand. You only pay for what you use* above 
your reserve capacity, and you have transparent visibility 
into your costs and usage in near-real time with the 
HPE GreenLake Central platform.

*  May be subject to minimums or reserve capacity may apply more...
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The as-a-service model from HPE offers 
the pay-per-use flexibility of the public 
cloud to meet capacity management 
needs on-demand while helping reduce 
risks around purchase and operation of 
the IT environment.

Optimized manufacturing delivers better quality 
with 20% energy savings3

Researchers from 3M and Argonne National 
Laboratory are transforming the production process 
for melt-blown nonwoven fabric (used in a variety 
of products including face masks and respirators). 
The key to the transformation is machine learning 
and supercomputing. The team developed a 
machine-learning model by running simulations on 
Argonne’s HPE Cray XC40 supercomputer, Theta. 

3  hpe.com/psnow/doc/a50007725enw?from=app&section=search&isFutureVersion=true more...
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Build or expand your existing cluster 
on-premises

The research project promises to reduce 
energy consumption by 20%, improving 
the development of new materials while 
making manufacturing more 
sustainable.

We can be smarter about what experiments we are running and that’s 
where I see supercomputing being critical. It allows us to do very 
computationally intensive work.”
– Alex Flage, Process Development Specialist, 3M
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HPE—Empowering your 
next big innovation

The opportunities to drive breakthroughs in key areas like CFD, CSM, and CEM have 
increased significantly with HPC. Ensuring your organization has the tools that will enable 
your engineers and designers to seize these opportunities, and push beyond them, is critical.

HPE has worked with the HPC-related hardware and software ecosystem for decades to 
build and deliver high-value, proven, and ground-breaking HPC solutions to manufacturing 
organizations. We combine industry-leading technology and expertise to help our customers 
leverage HPC technologies to drive innovation. 

We deliver that innovation across compute processing, storage, fabric, system software, 
workload optimization, and consumption models. This makes HPC infrastructure easier to 
deploy and manage, more predictable to scale, and faster to deliver insight.

HPE will continue to foster innovation, pursuing everything as a service, and ever-increasing 
performance and value supported by current and future generations of various technologies. 
Our focus on HPC can help you accelerate product development cycles for faster, more 
reliable design, modeling, and simulation.

5

Our technology and expertise help our 
customers leverage HPC technologies to 
drive innovation.
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Get updates

Make the right purchase decision.
Contact our presales specialists.

Chat now (sales)

Call now
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Visit HPE GreenLake

Learn more at
HPE.com/us/en/compute/hpc-manufacturing.html
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